Program Description PZFIT

PZFIT finds Poles,  Zeros and a gain factor so that the resulting response fits given amplitude and phase data in a least-squares sense. The routine is not fully automatic. You must yourself, by eye, determine the required number of first-order and second-order, high-pass and low-pass subsystems, and estimate their corner frequencies and (for second-order systems) numerical damping. How this can be done is explained in the sheet “estimating poles…” which is appended. The estimates are entered into a parameter file ‘pzfit.par’ as start parameters for the inversion. An easier approach is to download the RESP file of a system with a similar response from the “Metadata Aggregator” of the IRIS DMC and start from the poles and zeros listed there (http://www.iris.edu/mda). Use WINRESP to interpret existing RESP files and view the response.

Before running PZFIT you must prepare two ASCII files: a parameter file ‘pzfit.par’ and a data file whose name is arbitrary. The parameter file (in this case, for the response type of the STU station) looks as follows.

Control Parameters for the Pole-Fitting Program PZFIT

response.lst         name of the data file (max. 30 char. flush left)

1                    method: 1=CONGRAD, 2= MATINV (1 recommended)

6                    number of system parameters (active plus passive)

120                  max. number of iterations

1d-5                 stop criterion for rms misfit

1d-3                 stop criterion for parameter corrections

start parameters:

0  1  1  1        nhp1, nlp1,nhp2,nlp2

2000.    50.      gn

30.      5.       f1

0.01     0.002    f2

0.7      0.05     d2

50.      5.       f3

0.5      0.1      d3

The first line after the text line "start parameters" specifies how many subsystems of the types HP1, LP1, HP2, LP2 are present. HP1 = first-order high-pass filter (unity gain), etc. The next line contains the estimated gain, a search range and an arbitrary name. Then for each first-order subsystem (HP1, LP1) we need a start value for the corner frequency, a search range, and a name. Each second-order subsystem requires two parameters, corner frequency and fraction of critical damping, with ranges and names each. Start parameters for the subsystems must be listed in the order in which they are counted in the first line. Frequencies within each group need not be in ascending order. Search ranges should reflect the estimated uncertainty of the start value. They determine the maximum change of the parameter in each step but do not limit the final result. However, range 0 indicates a passive parameter that remains unchanged. If you are uncertain about start parameters, try first to fit low-frequency and high-frequency parameters separately by making the others passive, so the program does not have to correct too many wrong guesses at a time. Parameter names (three characters max.) are arbitrary but some non-blank entry is required.

It is not necessary to edit this parameter file for each new data set. You may enter the name of a data file as a runstring parameter when you call INVIGOR. In this case the data file is determined by the runstring parameter while all other information will be taken from this file.

The name of the data file is given in the second line of the parameter file. Two different formats will be accepted. The first is

frequency    amplitude     phase in rad

 0.0001       0.21938       3.124614 

 0.0002       0.877522      3.107631 

 0.0005       5.48448       3.056604 

.....

 2000         0.0454607    -4.671502 

 5000         0.00290686   -4.696043 

 10000        0.000363311  -4.704216

A file ‘response.lst’ in this format is put out by WINRESP, a routine that reads and interprets SEED-format RESP files. The amplitude and phase data are useful as test data: PZFIT should reproduce the poles an zeros of the RESP file when the pzfit.par file is set up properly. You may also use the response.lst file for experimentation: how critical are the start parameters, what is the effect of omitting high-frequency poles, how many data are required, what is the effect of inaccurate data. Data are read in this format only when the name of the data file is response.lst. In all other cases the expected data format is

frequency    amplitude     awt    phase rad    pwt

 0.0001       0.21938        1     3.124614    1 

 0.0002       0.877522       1     3.107631    1 

 0.0005       5.48448        1     3.056604    1 

.....

 2000         0.0454607      1    -4.671502    1 

 5000         0.00290686     1    -4.696043    1 

 10000        0.000363311    1    -4.704216    1

This format would be used for real data from a calibration experiment. It contains entries for the relative weight of individual amplitude and phase measurements. The weights can be used to ignore outliers or dummy data if an amplitude or phase measurement is suspect or missing. If you have only amplitude data, you must nevertheless enter dummy phase data and set all phase weights to zero, and vice versa. The numerical data are in free format.

PZFIT puts out a file with the fitted poles and other information. It has the same name as the data file but the extension .pol in place of .lst (or whatever extension you used for the data file). Zeros are assumed to be at zero frequency. PZFIT cannot fit zeros at nonzero frequencies. Such zeros are normally paired with poles at nearby frequencies and the pole-zero pairs can often be ignored with little effect on the overall response. Broadband seismic sensors normally have all their zeros at zero frequency.

After running PZFIT, you have two options for visualizing the quality of the fit.

1 – you may run WINPLOT with a parameter file winplot.par like this:

0,4,24,16,0,0,0.8

ampli.dat

ampli.mis

phase.dat

phase.mis

The files ampli.dat etc. are put out by PZFIT. Eight such output files are generated. They contain one signal each in SEIFE format: amplitude and phase separately where .dat are the original data, .sta is the fit with the start parameters, .end the fit with the refined parameters, and .mis the misfit. Comparing the .dat and .sta files may help to detect gross errors in the start parameters.

A prettier, double-logarithmic  representation of the final result is obtained with the dedicated routine PZPLOT. After calling it from a DOS command window, enter the name of the data file (as given in the second line of pzfit.par) and the program will automatically read the data file and the *.pol file with the results, and produce double-logarithmic plots of the measured and synthetic responses.

All programs should be run from a DOS command window. The libraries f90io.dll, libf90.dll, sysf90.dll, and GfaWin16.Ocx must reside in the working directory or in another directory to which a path has been set.

Estimating poles of a transfer function

1. Plot the measured amplitude response as a curve on double-logarithmic paper.

2. Approximate the curve by segments of straight lines (an open polygon) so that each line has an integer slope, and the slope decreases by 1 or 2 at each corner. Introduce additional corners if the slope of the curve changes more rapidly.

3. Each corner where the slope decreases by one (that is, one power of frequency) corresponds to a first-order subsystem, and is associated with one real pole of the Laplace transform. The real part of the poles is negative.

4. Each corner where the slope decreases by two corresponds to a second-order subsystem, and is associated with a pair of complex-conjugate poles of the Laplace transform.

5. The distance of a pole from the origin of the complex s (Laplace) plane equals the angular frequency of the corner.

6. The distance of complex poles from the imaginary s axis, divided by their distance from the origin, is the numerical damping constant, and can be estimated from the sharpness of the “corner” in the measured curve. If the curve is above the corner of the polygon, i.e. there is a resonance, damping must be low (<0.5). 

7. In the parameter file PZFIT.PAR, poles are not entered as such but as corner frequencies and, for second-order systems, damping constants. The sequence in which these parameters are entered is described in a template file. 

8. The total number of poles required to fit a response curve equals the difference between the extreme slopes of the polygon (the asymptotic slopes of the curve). For broad-band systems, it makes sense to consider the subsystems to be either high-pass or low-pass filters although from a formal point of view such an identification is arbitrary. In case of a broadband response with a flat section between the low and high corners, the number of high-pass poles equals the slope of the low-frequency asymptote and the number of low-pass poles equals the negative slope of the high-frequency asymptote. Band-pass subsystems need not be introduced in this case. The number of high-pass poles is then also the number of zeros of the Laplace transform. Example: assume that the response goes as f 4 at low frequencies and as f –6 at high frequencies. Then 10 poles, four high-pass and six low-pass, are required, forming two high-pass and three low-pass, second-order subsystems. The Laplace transform has a fourfold zero at zero frequency. 

9. Additional poles outside the frequency band covered by the data may improve the fit, but their frequencies must be guessed.

10. When you have set up a tentative parameter file, use PZPLOT2 to visualize the contribution of every subsystem to the total response, and adjust gain, frequencies, and damping constants until you achieve a reasonable fit to the data. PZFIT will then optimise the parameters. The parameter file needs to be set up only once for one type of sensors. [(PZPLOT2 is presently not available on this server.]

11. After running PZFIT successfully, replace the parameter estimates by rounded values near the final parameters from PZFIT, so the inversion for the next system of the same type can start from improved parameters.
